Can deep learning on retinal images augment known risk factors for cardiovascular disease prediction in diabetes?

Citation for published version:

Digital Object Identifier (DOI):
10.1016/j.ijmedinf.2023.105072

Link:
Link to publication record in Edinburgh Research Explorer

Document Version:
Publisher's PDF, also known as Version of record

Published in:
International journal of medical informatics

Publisher Rights Statement:
Open Access. This article is licensed under a Creative Commons Attribution 4.0 International License (CC BY 4.0), which permits use, sharing, adaptation, distribution and reproduction in any medium or format, as long as you give appropriate credit to the original author(s) and the source, provide a link to the Creative Commons licence, and indicate if changes were made. The images or other third party material in this article are included in the article’s Creative Commons licence, unless indicated otherwise in a credit line to the material. If material is not included in the article’s Creative Commons licence and your intended use is not permitted by statutory regulation or exceeds the permitted use, you will need to obtain permission directly from the copyright holder. To view a copy of this licence, visit http://creativecommons.org/licenses/by/4.0/.

General rights
Copyright for the publications made accessible via the Edinburgh Research Explorer is retained by the author(s) and / or other copyright owners and it is a condition of accessing these publications that users recognise and abide by the legal requirements associated with these rights.

Take down policy
The University of Edinburgh has made every reasonable effort to ensure that Edinburgh Research Explorer content complies with UK legislation. If you believe that the public display of this file breaches copyright please contact openaccess@ed.ac.uk providing details, and we will remove access to the work immediately and investigate your claim.
Can deep learning on retinal images augment known risk factors for cardiovascular disease prediction in diabetes? A prospective cohort study from the national screening programme in Scotland


Aims: This study’s objective was to evaluate whether deep learning (DL) on retinal photographs from a diabetic retinopathy screening programme improve prediction of incident cardiovascular disease (CVD).

Methods: DL models were trained to jointly predict future CVD risk and CVD risk factors and used to output a DL score. Poisson regression models including clinical risk factors with and without a DL score were fitted to study cohorts with 2,072 and 38,730 incident CVD events in type 1 (T1DM) and type 2 diabetes (T2DM) respectively.

Results: DL scores were independently associated with incident CVD with adjusted standardised incidence rate ratios of 1.14 (P = 3 × 10^{-04} 95 % CI (1.06, 1.23)) and 1.16 (P = 4 × 10^{-33} 95 % CI (1.13, 1.18)) in T1DM and T2DM cohorts respectively. The differences in predictive performance between models with and without a DL score were statistically significant (differences in test log-likelihood 6.7 and 51.1 natural log units) but the increments in C-statistics from 0.820 to 0.822 and from 0.709 to 0.711 for T1DM and T2DM respectively, were small.

Conclusions: These results show that in people with diabetes, retinal photographs contain information on future CVD risk. However for this to contribute appreciably to clinical prediction of CVD further approaches, including exploitation of serial images, need to be evaluated.

1. Introduction

Cardiovascular disease (CVD) is one of the leading causes of death worldwide with type 1 and type 2 diabetes as known risk factors and thus many efforts have been made to improve CVD risk prediction [1]. Previous studies have shown that characteristics of the retinal vasculature observed by retinal fundus imaging contain valuable information regarding cardiovascular health. For example, arteriolar and venular widths and tortuosity [2], venular occlusions [3], vascular caliber [4], and a combination of various retinal information [5] have shown strong association with the incidence of future cardiovascular events. Studies in people with diabetes included relatively small cohort sizes.

It has been shown that a variety of traditional CVD risk factors such as age, sex, and smoking status can be predicted using deep learning (DL) on retinal fundus images [6]. Recently, efforts have been made to assess whether DL predictors of intermediate disease risk markers such as carotid artery atherosclerosis [7], the presence of coronary artery calcium (CAC) [8–10], and of retinal-vessel features [11,12], learned from retinal photographs predict CVD events. However in these studies in the general population, there was little increment in prediction of CVD risk by use of DL models of these intermediate risk markers or factors.

There is considerable evidence that retinopathy and CVD share...
common risk factors in diabetes so that predictive information on CVD might be expected from retinal images. In many countries including Scotland screening programmes exist so that retinal photographs may provide a routinely available source of information. Therefore the aim of this prospective cohort study was to examine whether DL predictors (DLP) applied to retinal images could improve the prediction of CVD risk compared with baseline models using clinical covariates, in people with type 1 diabetes (T1DM) and type 2 diabetes (T2DM).

2. Material and methods

2.1. Scottish cohort

The cohorts were constructed using the Scottish Diabetes Research Network dataset (SDRN-NDS [13]) that linked all fundus images between 2005 and 2017 from the Scottish Diabetic Retinopathy Screening (SDRS) programme to a national register of all people with diabetes in Scotland maintained by Scottish Care Information - Diabetes Care (SCI-DIC) for primary care data. Data was also linked to Scottish Mortality Records (SMR) for out- and in-patient records, and to the General Register Office (GRO) for Scotland for death records.

The start date and end date of this study were 1 January 2008 and 1 January 2018. For each individual, the study entry was defined as the latest of: study start date, date of diabetes diagnosis, and date of 18th birthday or date of the individual’s first gradable diabetic retinopathy screening episode. An individual’s exit date from the study was defined as the earliest of study end date, date of death, date of incident CVD event or ceasing to be under observation in the national register.

The photographic protocol used by SDRS specifies a single fundus photograph from each eye showing the macula and optic disc. A variety of non-mydriatic 45 degree fundus cameras were used. For each individual, this study used only images from the baseline retinal screening which was defined as the nearest gradable screening episode before or on the entry date.

CVD events, which constituted the gold-standard outcome for our risk prediction task, were obtained from SMR and GRO. We defined CVD events as any hospital admission or death due to the following conditions; myocardial infarction, stroke, unstable angina, transient ischaemic attack, peripheral vascular disease or acute coronary heart disease, or the following procedures; coronary, carotid, or peripheral artery revascularisations or major associated amputation. International Classification of Diseases version 10 (ICD-10) codes and Office of Population Censuses and Surveys Classification of Interventions and Procedures (OPCS-4) codes within this definition are given in the supplementary materials.

The inclusion criteria were T1DM diagnosed before 50 years of age and T2DM diagnosed between 18 and 100 years of age, and in both cases a gradable screening episode after the age of 12. Subjects were excluded if they had a CVD event prior to their study entry date.

2.2. Candidate covariates

For the T1DM cohort, we included risk factors reported in previous studies including the average HbA1c in the preceding years [14-16]. For the T2DM cohort, we used the same risk factors with the addition of ethnicity and prior drug counts.

Baseline measurements and prescribing data were defined as prior measurements nearest to the entry date but no more than 24 months before that date. All measurements were defined at baseline apart from current age which was time-updated at the beginning of each person-time interval. Covariates with 60 % or more missingness were excluded from the analyses. Supplementary material contains further details about clinical covariate definitions.

2.3. Deep learning model development

Patients with bilateral gradable retinal fundus images at baseline were used to develop the DL model. For each cohort, we divided the dataset into a training set, validation set, and a test set by patient level in a 50:20:30 ratio. A total of 11,910 and 101,512 bilateral pairs of images were used in the training process of the DL model for T1DM and T2DM, respectively. Each set had a similar proportion of patient with CVD events. The outcomes of the DL model were whether there was a future CVD event, the current DR grade according to SDRS, estimated glomerular filtration rate (eGFR), and systolic blood pressure (SBP). For DL training, CVD followup was split into 5 year intervals - censored at study exit - and for each interval the outcome was a binary variable indicating if any CVD event was observed during the interval. Additionally, the DR outcome was the maximum retinopathy grade (Scottish grading scheme R0-R4) of both eyes; the eGFR outcome was a categorical variable with 4 values “<30 ml/min/1.73 m2 or RRT”, “30-60 ml/min/1.73 m2”, “>60-90 ml/min/1.73 m2”, “>90 ml/min/1.73 m2”; and the SBP outcome was a categorical variable with 3 values “<130 mmHg”, “130-160 mmHg”, “>160 mmHg”. A ResNet-101 network architecture (pretrained on ImageNet) was trained to jointly predict the 4 outcomes. To provide a single prediction from bilateral fundus image inputs a multiple-instance learning (MIL) head, as used in [17], was added to the ResNet-101 immediately after the final global average pooling layer, replacing the full fully-connected layer. The MIL module used 4 heads each of dimension 128. Proceeding the MIL module were 4 linear layers, one for each of the 4 outcomes. The CVD outcome linear layer took as input both the MIL output and a binary indicator which was 0 for the first 5 year interval and 1 for the second 5 year interval for each patient. The network structure is illustrated in Fig. 1.

The training objective for the network was a weighted sum of the cross-entropy loss for each of the 4 outcomes (CVD, DR, SBP, eGFR). The CVD loss had a weight of 1, and the remaining losses had a weight of 0.02. The ResNet101 was trained using stochastic gradient descent with a momentum of 0.9 for 100 epochs. The initial learning rate was 0.02 and was reduced at each subsequent epoch using a cosine-annealing learning rate schedule. Mini-batches of size 368 were equally balanced between examples with follow-up CVD and those without. Mixed-precision training was used on a DGX-1 machine using 8 32 GB V100s. Every 10 epochs a Poisson model including age, duration of diabetes, sex, and DL CVD predictions was fitted to 1 year person-time interval validation data and its log-likelihood (LL) calculated. The DL model weights at the epoch with the highest validation LL for the Poisson model became the final model weights. Fundus images were preprocessed to remove black borders and during training were augmented randomly by flip, rotation, resize, cropping, colour jitter, and gridded cutout. Processed images had dimension 448 × 448.

The DL CVD prediction is then included in the baseline Poisson regression model containing known CVD risk factors. We compared the predictive performance between baseline models (a restricted model including age, diabetes duration, and sex and a full baseline using further known risk factors) and Poisson models that included the DL CVD predictor. The pictogram representing the training and evaluation pipeline is illustrated in Fig. 2.

2.4. Statistical analyses

Missing data were imputed [18,19]. An average over 10 imputation runs was used as the imputed values. Poisson risk prediction models to predict incident CVD were fit to observations constituting one year person-time interval. Two baseline models were used: a restricted base Poisson model including the baseline and time-updated age, sex and baseline diabetes duration and an offset term for intervals in which censoring occurred and a full baseline model using forward selection to add further risk factors until the AIC did not fall by at least the number of extra parameters. Predictors with a skewed distribution (eGFR, Total:...
HDL cholesterol ratio and BMI) were log-transformed. Quadratic and cubic terms were entered for age. Interactions between candidate covariates and age and sex were considered for inclusion in the model.

Predictive performance was examined via the test set. Patients whose data were included in the training or validation procedures of the DL model were excluded from the test set. The increments in discrimination achieved by Poisson regression models that included DLP compared to the baseline models were quantified using the C-statistic (also known as the area under the receiver operator characteristic curve, or AUC) and the expected information for discrimination, $\Lambda$ [20]. Increments in $\Lambda$ are interpretable in absolute units whereas increments in C-statistic are not.

The strength of evidence that the final model improved the predictive performance on top of the base model was assessed by the increment in test LL; a difference in test LL of 6.7 natural log units is asymptotically equivalent to a p-value < 0.005 for comparison of nested models [21].

3. Results

Using Scottish health records and retinal images from 24,012 and 202,843 people with T1DM and T2DM, respectively, from the SDRS programme, DLP of CVD and of the intermediate CVD risk factors eGFR, SBP, and DR were jointly trained. We evaluated if these DLPs could improve the predictive performance for CVD risk – in people with T1DM and T2DM when compared with Poisson regression models using clinical covariates of known risk factors. Data between 2008 and 2018 included 2,072 and 38,730 incident CVD events during 172,481 and 1,273,785 person-years of follow up for T1DM and T2DM respectively.

The most strongly associated risk factor of CVD was HbA1c for T1DM and age at study entry for T2DM. Supplementary Table B.2 shows many common risk factors - examined separately and adjusted for age, sex, and diabetes duration - display significant associations with CVD. Full details of missingness are shown in Supplementary Table B.3 where only albuminuria grade and HDL cholesterol had > 10% missingness. Supplementary Table B.4 shows the age-standardised rates of CVD.

There was a highly statistically-significant independent association between CVD DLP and incident CVD; standardised incidence rate ratios for the CVD DLP after adjusting for all clinical risk factors, estimated using data from the test set not used to train the DL model, were 1.14 ($P = 3 \times 10^{-04}$ 95% CI (1.06, 1.23)) and 1.16 ($P = 4 \times 10^{-33}$ 95% CI (1.13, 1.18)) in T1DM and T2DM cohorts respectively.

These were similar in magnitude to the adjusted standardised IRRs for smoking in T1DM (Standardised IRR 1.19P = 2 \times 10^{-04} 95% CI (1.09, 1.31)) and smoking in T2DM (Standardised IRR 1.15P = 5 \times 10^{-40} 95% CI (1.12, 1.17)). For comparison the standardised incidence rate ratios for HbA1c after adjusting for all clinical risk factors on the same data were 1.63 ($P = 1 \times 10^{-23}$ 95% CI (1.48, 1.79)) and 1.14 ($P =
6 × 10^{-45} 95 % CI (1.12, 1.17)) in T1DM and T2DM cohorts respectively. We found no interaction effect between follow-up time and the CVD DLP in either cohort.

In the T1DM cohort, the addition of the CVD DLP to the restricted baseline model increased the LL by 8.5 natural log units, and the C-statistic increased from 0.816 to 0.820. For the full clinical model, the increase in LL when adding the CVD DLP was 6.7 natural log units and the C-statistic went from 0.820 to 0.822. Predictive performance of CVD in people with T2DM was lower than for T1DM. Addition of the CVD DLP to the restricted clinical model in the T2DM cohort increased the C-statistic from 0.707 to 0.709 and increased LL by 64.3 natural log units. For the full clinical model it increased the C-statistic from 0.709 to 0.711 and increased LL by 51.1 natural log units. In both cases the CVD DLP increased test LL, while increase in C-statistic was small. Results are shown in Table 1.

Despite clear association of DLPs with CVD, of similar magnitude to that seen for smoking, the addition of DLPs to baseline models did not increase C-statistic substantially even when stratifying either by age or by sex (see Supplementary Table B.5). Adding the eGFR, SBP, and DR DLPs individually to baseline models resulted in very similar small increases in C-statistic (see Supplementary Table B.6). ROC curve comparisons between predictions with and without DL CVD are shown in Supplementary Fig. B.1 and calibration plots for prediction models using DL CVD are shown in Supplementary Fig. B.2. Further performance measures - including net classification improvement, sensitivity, specificity, and F1 score - comparing baseline models to models including DL CVD are shown Table 2. Supplementary Table B.7 shows the performance of the full model excluding the clinical risk factors SBP, log eGFR, log total-HDL cholesterol ratio, and HbA1c (a “near-full” model) and the performance of this model with the addition of each of these risk factors separately and Supplementary Table B.8 gives standardised incident risk ratios adjusted for age, sex, and diabetes duration evaluated on the T1DM and T2DM datasets.

4. Discussion

We have shown that though DL scores are predictive of CVD in models with age, sex, and duration only, the increment in predictive performance when adding DL scores to a model with other clinical risk factors is small, although statistically significant. Stratification by age and sex did not show any subgroup in which the increment in predictive performance was larger.

Our findings are consistent with previous studies. Poplin et al. [6] compared both the SCORE risk prediction model and a restricted prediction model including age, sex, BMI, SBP and smoking status for prediction of 5 year major adverse cardiovascular events (MACE) in the UK Biobank (UKBB) cohort to models that included risk-based predictions from fundus images. They showed no evidence of predictive improvement over SCORE by including DL predictions. Inclusion of DL predictions to their restricted model yielded a small increase in C-statistic from 0.72 to 0.73. Only 5 % of UKBB participants in the study had diabetes, whereas our study evaluated prediction in T1DM and T2DM cohorts. Since in diabetes the pathogenesis of CVD and retinopathy are partly shared (both being strongly influenced by glycaemia and blood pressure) we may expect that DL from fundus images are more predictive in diabetes cohorts. However we do not find evidence for this.

Readers may be surprised that the predictive performance of CVD risk models is relatively modest: even in T1DM, the best models have a C-statistic of only about 0.8, equivalent to information for discrimination, Λ, of only 1.0 bit. However, this is within the range that we would expect, given that CVD risk is determined by a relatively small number of independent risk factors of modest effect size. For established CVD risk factors such as blood cholesterol the rate ratio associated with increment of one standard deviation of a single risk factor is typically about 1.5, which corresponds approximately to an increment of 0.12 bits in Λ, or an increment from a baseline model with C-statistic of 0.75 (equivalent to Λ of 0.66 bits) to a C-statistic of 0.77. Thus even what are regarded as strong risk factors of CVD only provide a modest increment to prediction of CVD risk. For weaker risk factors with standardised rate ratios of 1.2 the approximate increment in Λ is even smaller (0.02 bits) and the typical C-statistic after inclusion of this risk factor would still only be 0.75. For stronger risk factors with standardised rate ratios of 2.5 (increment of 0.61 bits) it would be from 0.75 to 0.83. Increments in C-statistic are not easily interpretable and so our paper uses increments in Λ. Information in retinal images relevant to CVD prediction is, in part, already captured by other risk factors and so, after adjustment for these risk factors, the standardised rate ratios for CVD DLP are similar to smoking status. A good clinical predictor may have a Λ of 3.0 bits (approximately a C-statistic of 0.93) [20]. Given our full baseline model for T1DM a single independent risk factor would require at least an Λ of 1.74 bits corresponding to a standardised rate ratio of 4.7, well above that of many risk factors including CVD DLP.

A major contribution of our analysis is that it has focused on diabetes, had a large sample size and a large number of incident events. To our knowledge this is the first study to examine the performance of DL models using fundus images applied to CVD risk in such cohorts. This study has been informed by the IJMI checklist [22]. There are limitations to our study. We used only one image at entry whereas serial images are available from SDRS. A series of images may be more informative for DL prediction. For instance, monitoring of changes and their location (via image registration) may be more informative than is possible with a single fundus image. Second, our DL models were trained to predict incident CVD and just three CVD risk factors. This is similar to previous studies that trained DL models to predict multiple CVD risk factors.

Table 1

Performance of baseline and deep learning models in Scottish T1DM and T2DM test datasets.

<table>
<thead>
<tr>
<th>Model</th>
<th>T1DM</th>
<th></th>
<th>T2DM</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>C-statistic (AUC)</td>
<td>Λ</td>
<td>LL</td>
<td>C-statistic (AUC)</td>
</tr>
<tr>
<td>Restricted baseline</td>
<td>0.750(0.732,0.768)</td>
<td>0.69</td>
<td>0.0</td>
<td>0.671(0.666,0.676)</td>
</tr>
<tr>
<td>+ all DLPs</td>
<td>0.767(0.749,0.784)</td>
<td>0.77</td>
<td>24.8</td>
<td>0.678(0.674,0.683)</td>
</tr>
<tr>
<td>+ DL CVD</td>
<td>0.764(0.747,0.782)</td>
<td>0.74</td>
<td>23.3</td>
<td>0.678(0.673,0.683)</td>
</tr>
<tr>
<td>+ HbA1c</td>
<td>0.795(0.778,0.811)</td>
<td>0.96</td>
<td>112.6</td>
<td>0.676(0.671,0.681)</td>
</tr>
<tr>
<td>+ log eGFR</td>
<td>0.750(0.733,0.768)</td>
<td>0.70</td>
<td>5.1</td>
<td>0.673(0.668,0.678)</td>
</tr>
<tr>
<td>+ SBP</td>
<td>0.751(0.735,0.769)</td>
<td>0.69</td>
<td>1.2</td>
<td>0.672(0.667,0.676)</td>
</tr>
<tr>
<td>+ retinopathy</td>
<td>0.769(0.752,0.786)</td>
<td>0.77</td>
<td>39.6</td>
<td>0.675(0.670,0.680)</td>
</tr>
<tr>
<td>+ log total-HDL cholesterol</td>
<td>0.766(0.748,0.783)</td>
<td>0.77</td>
<td>36.5</td>
<td>0.677(0.672,0.681)</td>
</tr>
<tr>
<td>Full baseline</td>
<td>0.820(0.805,0.835)</td>
<td>1.26</td>
<td>0.0</td>
<td>0.709(0.705,0.714)</td>
</tr>
<tr>
<td>+ all DLPs</td>
<td>0.821(0.806,0.837)</td>
<td>1.28</td>
<td>0.0</td>
<td>0.711(0.706,0.715)</td>
</tr>
<tr>
<td>+ DL CVD</td>
<td>0.820(0.807,0.838)</td>
<td>1.28</td>
<td>6.7</td>
<td>0.711(0.706,0.715)</td>
</tr>
</tbody>
</table>

Λ is the expected information for discrimination measured in bits. Δ LL is given with respect to the appropriate baseline model (that does not include any DLP). 95 % confidence intervals are given in brackets for C-statistic/AUC.
Table 2

<table>
<thead>
<tr>
<th>Model</th>
<th>Continuous NRI</th>
<th>NRI</th>
<th>Sensitivity</th>
<th>Specificity</th>
<th>PPV</th>
<th>F1</th>
</tr>
</thead>
<tbody>
<tr>
<td>T1DM Restricted model</td>
<td>0.876</td>
<td>0.037</td>
<td>0.884</td>
<td>0.403</td>
<td>0.992</td>
<td>0.931</td>
</tr>
<tr>
<td>T1DM Restricted + DL CVD</td>
<td>0.037</td>
<td>0.024 (-0.009,0.057)</td>
<td>0.884</td>
<td>0.403</td>
<td>0.992</td>
<td>0.931</td>
</tr>
<tr>
<td>T1DM Full model</td>
<td>0.864</td>
<td>0.057</td>
<td>0.864</td>
<td>0.457</td>
<td>0.994</td>
<td>0.925</td>
</tr>
<tr>
<td>T1DM Restricted model</td>
<td>0.864</td>
<td>0.059</td>
<td>0.876</td>
<td>0.557</td>
<td>0.994</td>
<td>0.926</td>
</tr>
<tr>
<td>T2DM Restricted model</td>
<td>0.876</td>
<td>0.062</td>
<td>0.879</td>
<td>0.184</td>
<td>0.976</td>
<td>0.952</td>
</tr>
<tr>
<td>T2DM Restricted + DL CVD</td>
<td>0.024 (-0.015,0.021)</td>
<td>0.879</td>
<td>0.193</td>
<td>0.976</td>
<td>0.948</td>
<td></td>
</tr>
<tr>
<td>T2DM Full model</td>
<td>0.921</td>
<td>0.209</td>
<td>0.908</td>
<td>0.273</td>
<td>0.978</td>
<td>0.942</td>
</tr>
<tr>
<td>T2DM Full + DL CVD</td>
<td>0.905</td>
<td>0.282</td>
<td>0.905</td>
<td>0.282</td>
<td>0.978</td>
<td>0.940</td>
</tr>
</tbody>
</table>

5. Summary table

- Deep Learning of fundus images can predict risk factors of CVD in a general cohort from UK Biobank.
- Increment in predictive performance above that of predictors using clinical risk factors is small in general populations.
- We find strong evidence that fundus images contain information useful for CVD risk prediction in people with diabetes.
- Addition of a DL score to a model with clinical risk factors marginally improves CVD prediction for people with diabetes.
- The risk ratio of a DL score required to produce meaningful improvements in CVD risk prediction is large.

Author statement

JM conceived and designed the study. HC, PM, AS, and CS made important contributions to study design. SM and LB were involved in the cleaning up, harmonization, quality-control and databasing of data in Scotland. JM and WJ performed the analyses. JM developed data analysis methods. JM, WJ, and AF contributed to code preparation. JM and WJ drafted the initial manuscript. All authors made critically important contributions to manuscript revision. All authors approved the final manuscript.

Declaration of Competing Interest

The authors declare that they have no known competing financial interests or personal relationships that could have appeared to influence the work reported in this paper.

Data availability

SDRN-EPI are not data custodians and are not permitted to directly provision data externally. However, the component datasets can be obtained by data governance trained bone fide researchers through the Public Benefit and Privacy Panel for Health and Social Care. See https://www.informationgovernance.scot.nhs.uk/pbpphsc/ for how to apply.

Acknowledgements

We thank the Scottish Diabetes Research Network for the role in data generation. This work was supported by JDRF [grant 2-SRA-2019-857-S-B].

Appendix A. Supplementary material

Supplementary data to this article can be found online at https://doi.org/10.1016/j.jimmedinf.2023.105072.

References